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Chapter 1

Introduction
For the majority of the past few decades, quantum cryptography has largely been a subject of
theoretical interest and, to some extent, proof-of-principle experiments. Quantum computation and
communication were not seen as imminent technological advances whose consequences must be considered and addressed, so much as distant eventualities with potentially huge and very interesting
implications. However, experiments within the past decade have been pushing quantum algorithms
and communication protocols from the realm of theory toward the realm of practical implementation,
a shift which has enormous ramifications for cryptography and secure communication, including the
development of several commercial quantum key distribution systems within the last few years.

This thesis reviews these developments from a chronological perspective and is intended to provide
the reader with a better understanding of how cryptography has developed into what it is today, how
the advancement of quantum computation poses a fundamental threat to some of the foundations
of present communication security, and what possibilities are currently being explored for quantum
cryptography (specifically quantum key distribution).

Chapter 2 provides an overview of non-quantum cryptography which, while by no means comprehensive, describes some of the major turning points that led to the development of the protocols in
use today. It begins by looking at secret-key protocols, in which both parties must have some way
to securely exchange a private key beforehand, then discusses the Diffie-Hellman and RSA public-key
protocols, which allow parties with no prior contact and no access to a private communication channel to securely encrypt messages to one another. We then look at what guarantees the security of
each protocol in order to motivate our discussion of the quantum algorithms in the subsequent chapter.
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Chapter 3 then discusses Shor’s quantum algorithms for efficiently finding discrete logarithms and
integer factorization, which would undermine the security of Diffie-Hellman and RSA, respectively.
It starts out by outlining the conceptual and notational framework for discussing quantum computation, then describes the two algorithms both by stating the major steps in each algorithm and
working through an example. The chapter concludes with a brief exploration of some of the practical
considerations and limitations in physical realizations of quantum computers and quantum algorithms.

Chapter 4 seeks to respond to the open questions generated in Chapter 3: if quantum computation renders much of current cryptography insecure, what do we replace it with? What are some
proposed ways to enable secure communication via quantum channels? The chapter outlines several
QKD (quantum key distribution) protocols and discusses how eavesdroppers can exploit the physical design of the implementation to obtain information even when the protocols are secure in principle.

The concluding chapter provides a summary of the material explored in the body of this thesis, then
discusses alternative ways to address the threats to RSA and Diffie-Hellman, such as quantum-resistant
cryptographic algorithms, as well as next steps and feasibility for the QKD protocols discussed.

Chapter 2

Non-Quantum Cryptosystems
The need for systems by which information can be privately communicated dates back thousands of
years. However, creating communication channels by which any un-encoded information can be sent
completely privately is generally infeasible. Therefore, long-distance secure communication typically
utilizes cryptosystems, i.e. protocols in which an initial message is encoded by one party, sent over a
public communication channel, and decoded by the receiving party.

We will call the sender Alice and the receiver Bob (a naming scheme standard across cryptography
texts and literature). We will denote the message Alice wants to send, known as plaintext, by m.
Alice encodes m using a predetermined protocol and an encryption key ke to obtain some ciphertext
c, which is unreadable to anyone without additional decryption information. The ciphertext is then
sent publicly to Bob, who decodes it also using a predetermined protocol and a decryption key kd . In
this framework, m is an element in {M }, the set of all possible messages, ke and kd are elements of
{K}, the set of all possible keys, and c is an element of {C}, the set of all possible ciphertexts. The
encoding process E can therefore be written as1
E : {M } ⊗ {K} → {C}

(2.1)

D : {C} ⊗ {K} → {M }

(2.2)

and the decoding process D as

In general, the following four properties characterize a successful cipher [31]. The first three are
absolutely critical, while the fourth is more difficult and not always achieved:
1 The

notation in Equation 2.1 is a more compact way of saying that E is a function which takes arguments in {M }

and {K} and produces an output in {C} (and similarly for Equation 2.2).
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i) It should be easy to obtain the ciphertext c = E(ke , m) from an arbitrary ke ∈ {K} and
m ∈ {M }.
ii) It should be easy to obtain the plaintext m = D(kd , c) from an arbitrary kd ∈ {K} and c ∈ {C}.
iii) It should be very difficult or impossible to obtain any of the plaintexts D(kd , c1 ), . . . , D(kd , cn )
from a collection of ciphertexts c1 , c2 , . . . , cn ∈ {C} corresponding to the encryption key ke ∈
{K} without knowing kd .
iv) For any given collection of plaintext-ciphertext pairs (m1 , c1 ), (m2 , c2 ), . . . , (mn , cn ), it should
be very difficult or impossible to compute the plaintext m from an additional c (not in the list)
without knowledge of kd .
One challenge in satisfying the last criterion is related to Kerckhoff’s principle, which states that
the security of a cryptosystem should depend only on the secrecy of the key, not on the secrecy of the
encryption algorithm itself [35]. This implies that any observer, let us call her Eve, with access to
a set of plaintext-ciphertext pairs not only knows the (mi , ci ), but also knows the full details of the
encryption/decryption protocol E and D. Therefore, Alice and Bob cannot rely on the obscurity of
their algorithm and must instead have a protocol robust enough that kd cannot be easily determined
without knowledge of the keys used, even with a completely transparent process.

An attack in the above circumstances, where Eve has access to plaintext-ciphertext pairs, is known
as a plaintext attack: if the attacker is able to access only certin (mi , ci ) pairs, it is classified as a
known plaintext attack, whereas if the attacker can choose any mi to obtain the ci from (or vice versa),
it is classified as a chosen plaintext attack [21]. Chosen plaintext attacks are the most dangerous and
hardest to guard against, but they are also the least frequent. In contrast, the easiest attacks (though
also the least threatening) are ciphertext only attacks, where Eve has access to some set of ci ∈ {C},
which she then attempts to decrypt. Any cryptosystem that satisfies the third property listed earlier
is secure against ciphertext only attacks.

Having established a general overview of the structure and aims of encryption, this chapter will
discuss the chronological development of non-quantum cryptography. Section 2.1 will focus on the era
of private-key cryptosystems, looking at basic examples such as the Caesar cipher to illustrate certain
concepts, as well as more secure ciphers such as Vernam’s one-time pad. The chapter will then take
a brief interlude with Section 2.2 in order to formalize notions of complexity and security, such as
what renders an algorithm ‘easy’ or ‘difficult’ to compute. Section 2.3 will then discuss public key
cryptography, starting with a description of public key distribution systems and Diffie and Hellman’s
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1976 paper “New Directions in Cryptography”, and concluding with a discussion of public key cryptosystems and RSA, a protocol still widely used today.

2.1

Private-Key Cryptography (pre-1976)

Before Diffie and Hellman proposed the concept of a public key cryptosystem, the only known
way of securely encrypting information was through symmetric, private-key cryptosystems. These are
protocols in which Alice and Bob share the same key k = ke = kd . This implies that the functions E
and D are inverses, such that D(E(m, k), k)) = m. Therefore both Alice and Bob can encrypt and
decrypt messages with their key.

2.1.1

Simple Substitution Ciphers

Perhaps the simplest example of a symmetric, private-key cryptosystem is the Caesar cipher, or
shift cipher [31]. Alice shifts each letter of m (mod 26) by some integer k to form the ciphertext c,
which is sent to Bob. Bob then subtracts k from each letter of c (mod 26) to recover the plaintext m.
The protocol can be written as:
c[j] = E(k, m[j]) = m[j] + k (mod 26)
and
m[j] = D(k, c[j]) = c[j] − k (mod 26),
where c[j] and m[j] denote the jth letter of the ciphertext and plaintext, respectively.

For clarity, let us take a concrete example. Suppose Alice wants to transmit the message “Meet
me at the clock tower.” using the key k = 4. Then one has
m = meetmeattheclocktower
and therefore (using uppercase to denote ciphertext, such that E : {a, b, ..., z} → {E, F, ..., D}):
c = QIIXQIEXXLIGP SGOXSAIV
Because Eve does not, in principle, know k, c is a meaningless string of text to anyone except Alice
and Bob. Still, it is fairly clear that the Caesar cipher does not constitute a secure cryptosystem. Eve
can easily do an exhaustive search attack by trying the 26 possible values of k and choosing the most
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reasonable result.2

The Caesar cipher is one instance of a simple substitution cipher, where each unit (either a letter,
a bigram, or a string of given length) in the plaintext is mapped to a corresponding unit in the ciphertext. The shared secret key k can be specified by the complete table of mappings. While in general,
simple substitution ciphers are not susceptible to exhaustive search attacks (if a letter is chosen as
the text unit, there are 26! ≈ 288 possible keys), they are easy targets for frequency analysis. Because
certain letters, bigrams, and n-grams are much more common than others, Eve can make reasonable
guesses about some of the mappings, greatly reducing the number of keys to try. Polyalphabetic
substitution ciphers (see for example the Vigenère cipher) attempt to address this issue by using
different sets of mappings as a function of position [13]. Still, it is possible to decrypt these more complex ciphers using techniques such as probabilistic relaxation and genetic algorithms (see [37] and [49]).

2.1.2

The One-Time Pad

The One-Time Pad (OTP), developed semi-independently by Frank Miller in 1882 and Gilbert
Vernam and Joseph Mauborgne in 1926 ([7], [79]) is the only private-key cryptosystem (and indeed
the only non-quantum cryptosystem in general) proven to be fully secure against all possible attacks,
regardless of Eve’s computational power. The protocol uses a key k satisfying the following three
conditions [23]:
• The key k must have the same length as the plaintext m.
• The key has to be truly random.3
• The key can only be used once.
In standard OTP applications, m is encoded as a binary string (typically using ASCII) and k is
a pseudorandom sequence of binary bits. Alice mixes the strings m and k bitwise through an XOR
gate (addition modulo 2, denoted by ⊕) to obtain c. Bob can then recover the plaintext by adding
c ⊕ k = m ⊕ k ⊕ k = m (note that for any binary string k, one has k ⊕ k = 0).
2 Based

on current computational capacity, an exhaustive search attack is considered infeasible if the adversary must

try more than 280 values for k [31].
3 In practice, k is produced by pseudorandom number generators (PRNGs). This technically breaks the perfect
secrecy of the OTP, but for practical purposes does not substantially compromise security. See [32] for examples of
cryptanalytic attacks on PRNGs.
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Because k is chosen randomly and independently of m, the ciphertext c also appears random to
any cryptanalysis attack. To show this, let us use x to denote the probability that a given bit m[i] of
m has value 0. (This implies that 1 − x denotes the probability that m[i] = 1.) Because the key is
random (or pseudorandom), it is balanced, meaning that there are equal probabilities of a given bit
ki in k being 0 or 1. The probability that any given bit c[i] in c is 0 can therefore be written as
P (c[i] = 0) = P (k[i] = 0|m[i] = 0)P (m[i] = 0) + P (k[i] = 1|m[i] = 1)P (m[i] = 1)
=

1
1
· x + · (1 − x)
2
2
1
=
2

Therefore, since Eve has no konwledge of k the string c does not yield any information to her
about m. She must then try every possible string k to search for the plaintext. But because of the
one-to-one correspondence between possible k and possible m guaranteed by the first condition, every
conceivable plaintext has an equal likelihood of being represented by a given c. This means that even
if Eve has the computational power to try every possible k and search for linguistically meaningful
plaintexts, she will simply end up with a list of all possible messages that Alice could have sent to
Bob with no indication of which meaningful strings are the original plaintext. A visual representation
of this last point is shown below:

Figure 2.1: For a given ciphertext, multiple equally likely keys can result in a plausible plaintext. If
Eve were to try all possible keys, she would obtain every meaningful (and meaningless) 8-character
phrase in existence. Figure from [23].
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Although the OTP is provably secure (a formal proof can be found in [64]), it is impractical for
most uses because of the length of k that must be generated and privately shared [31].4 Most security
protocols therefore rely on the computational difficulty of solving certain problems. In particular, although the attacker may in principle be able to decipher c, the time required (given presently known
algorithms) might be on the order of centuries, making the algorithm effectively secure even if not
perfectly secure in principle.

2.2

Complexity and Security

Up to this point, we have alluded to notions of computational complexity via terms such as “very
difficult to compute” or “easy to compute” but have not rigorously defined what these phrases mean.
The aim of this section is to formalize these ideas in the context of a cryptosystem’s security by
defining the concept of ‘Big-O’ complexity and describing the P , N P , and BQP complexity classes.
This discussion will provide a basis for analyzing whether an algorithm is practical to execute, and
therefore whether a cryptosystem is susceptible to various attacks.

2.2.1

Big-O Complexity

Comparing the relative difficulty of various algorithms can be an ambiguous task, as the notion is
dependent on input-size and can refer to both the amount of time and the amount of space required to
execute the algorithm. A standard metric for determining difficulty that captures all of these factors
is Big-O complexity, which describes how the number of constant-time steps required to execute an
algorithm scales as the input size becomes arbitrarily large. For example, an algorithm A that takes
100N steps to execute (where N is the length of the input) might require more steps than an algorithm
B that takes N 3 steps if N ≤ 10, but for large N , algorithm B is clearly the more difficult. Big-O
notation only focuses on this large-N asymptotic behavior. Specifically, algorithm A has complexity
in O(N ), while algorithm B is in O(N 3 ). The formal definition follows [8]:
f (N ) ∈ O(g(N )) if there exist real c, k > 0 such that 0 ≤ f (N ) ≤ cg(N ) for all N ≥ k

(2.3)

Less compactly, we can say that a function f (N ) is in O(g(N )) if it is possible to scale g by some
positive constant c so that after some positive cutoff k for N , cg(N ) is always greater than f (N ) as
N grows arbitrarily large. For clarity, let us take the example of f (N ) = N 3 + 5N 2 + 14N , plotted
4 Not

only must k be at least the length (in bits) of the message to send, but standard privacy amplification and

error correction procedures typically reduce the raw key length by a couple orders of magnitude [10].
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in Figure 2 along with its corresponding cg(N ). For small N , each term in the function f has a
non-negligible effect on the behavior of f (N ). However, for large N , the cubic term clearly dominates
the function’s properties. The function f is therefore in O(N 3 ), since for any constant c > 1, the
function cg(N ) will eventually dominate f (N ). Note that usually the Big-O runtime is specified by
the smallest function satisfying the above criteria, but actually refers to the set of all functions for
which they are met. For example, we could also say that f (N ) ∈ O(N 4 ), but this would be less useful

f (N ), cg(N )

to know when analyzing the algorithm’s complexity.

N
Figure 2.2: f (N ) and cg(N ) for c = 2. Though f (N ) > cg(N ) for N < k, cg(N ) > f (N ) as N → ∞.
In general, then, Big-O runtime of a function is typically determined by the largest-order term
written without its coefficient. Table 1 shows which runtimes are considered viable for most applications.
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Difficulty

NN
N!

Intractable (Exponential)

cN
Nc
N2

Tractable

N log(N )

(Polynomial)

N
√
N
log(N )

Very Easy

1
Table 2.1: The relative difficulty of computing algorithms with various Big-O runtimes. Here, N is
the length (in bits) of the input and c is a fixed positive number [42].

2.2.2

Complexity Classes

Now that we have a way of characterizing an algorithm’s complexity, let us relate the notion of BigO runtime to the more fundamental question of the complexity of the problems that cryptosystems
rely on. The two classical complexity classes that are most relevant to cryptography are P and N P ,
defined as follows [80]:
• P : A promise problem5 A is in the class P if there exists a classical algorithm6 that fully
determines the membership of A = (Ayes , Ano ) in polynomial time. In other words, if it is
theoretically possible for a classical computer to determine all solutions of the problem A with
an algorithm whose Big-O runtime can be expressed as a polynomial in N , then A ∈ P . Examples
of problems in P include integer multiplication, binary addition, and sorting a list of rational
numbers.
• N P : A promise problem B is in the class N P if there exists a deterministic classical algorithm
that can verify whether some b is a member of Byes or Bno in polynomial time. This does not
require solving the problem in polynomial time - only verifying whether or not an input string
is a solution. Examples of problems in N P include integer factorization, finding the inverse of
a member of a group, integer subtraction, and the discrete logarithm problem (described later).
5A

promise problem A is one such that all possible input strings can be classified as Ayes (solution) or Ano (not a

solution)
6 Here we use ‘classical algorithm’ to refer to an algorithm that can be represented by a Turing machine
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Note that P ⊆ N P , though it has not yet been determined whether P = N P .
The other complexity class that will be relevant is BQP , which can be thought of as a quantum
analog to P .7 It is defined as [80]:
• BQP : A promise problem C is in the class BQP (a, b) if there exists a polynomial-time quantum
algorithm that fully determines the membership of Cyes with probability ≥ a and the membership of Cno with probability ≤ b. A common default is to use a = 2/3 and b = 1/3, but the
constants can be set according to the appropriate error bounds. Generally, if a quantum algorithm can determine the solutions of C within a specified error bound in polynomial-time, then
C ∈ BQP .
Note that there is not a complexity class describing problems that can be fully, deterministically
solved by a quantum algorithm. This is because quantum computation is inherently probabilistic, and
in practice circuits can be modified to reduce the error to an appropriate level [80]. The currently
accepted relationship between the above classes, assuming P 6= N P , is shown in Figure 3.

Figure 2.3: The relationship between P , N P , and BQP . N P -complete refers to the set of all promise
problems for which if a deterministic polynomial-time classical algorithm were found, P = N P would
be implied ([48], [34])
.

7 More

precisely, it is the quantum analog of BP P , the class of problems whose solutions can be classified non-

deterministically (i.e. with some error) in polynomial time.

CHAPTER 2. NON-QUANTUM CRYPTOSYSTEMS

2.3

12

Public Key Cryptography (1976-present)

As long-distance digital communication started to become increasingly prevalent in the 1970’s, the
requirement that Alice and Bob must have a way to exchange a secret key prior to using a cryptosystem
rapidly grew more and more cumbersome. Particularly for business transactions and time-sensitive
emails, creating an efficient, secure, and cost-effective communication channel to keep pace with technology was not a feasible option [21]. There was therefore a strong imperative to develop a system by
which to communicate securely without ever having access to a secure channel. In this scenario, Eve
can intercept all communications between Alice and Bob from the beginning.

In their influential 1976 paper ‘New Directions in Cryptography,’ [21] Diffie and Hellman dicuss
two ways that this secure public communication could be accomplished: public key distribution systems, by which Alice and Bob can jointly establish a secret shared key over an insecure communication
channel, and public key cryptosystems, by which anyone can publicly encrypt information that only
Bob can decrypt. This section will explore the requirements and limitations of these two methods and
discuss well-known protocols for their implementation.

2.3.1

Public Key Distribution Systems and Diffie-Hellman

The essential problem that public key distribution systems seek to address can be summarized as
follows: Alice and Bob want to share a secret key for a symmetric cipher, but their only means of
communication is an insecure channel where Eve can intercept all information exchanged. The secret
key need not be predetermined - in fact in general, Alice and Bob cannot decide a priori what the key
will be. One weakness of such systems is that the security of Alice and Bob’s communication is only
as robust as that of the private-key encryption scheme they then use with the mutually-established
key k. In particular, as public key cryptosystems were being developed in the late 1970’s, it was
known that the NBS Data Encryption Standard [74] would be susceptible to attacks from emerging
technology (see for example [81]).

Although Diffie and Hellman were not the first to propose the idea of a public key distribution
system, or even a protocol for such a system (see [47] as a prior example), they were the first to
propose a feasible implementation. In particular, they specify three properties rendering their protocol
practical [21]:
• First, “it requires only one ‘key’ to be exchanged.”
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• Second, “the cryptanalytic effort appears to grow exponentially in the effort of the legitimate
users.”
• And third, “its use can be tied to a public file of user information which serves to authenticate
user A to user B and vice versa.”
The first property ensures, in contrast to protocols such as Merkle’s which require N keys to be transmitted before one can be mutually agreed upon [47], that key distribution is computationally easy for
Alice and Bob. The second renders the system sufficiently secure against attacks, since exponentialtime algorithms are not feasible for Eve to execute. The third property is clearly critical for any public
key distribution system because without it, Eve could pose as Alice or Bob and easily obtain private
information.

The protocol that Diffie and Hellman proposed is summarized in Table 2.2. While not unconditionally secure in principle, its reliance on a problem not known to be in P ensures in practice that
Eve cannot obtain the exchanged key.
Parameter Creation (Public)
A large prime q and an integer X are publicly chosen.

Individual Computations (Private)
Alice

Bob

Generate random secret integer a
a

Compute A ≡ X (mod q)

Generate random secret integer b
Compute B ≡ X b (mod q)

Value Exchange (Public)
Alice and Bob send each other A and B over the insecure channel.

Key Computation (Private)
Alice

Bob
a

Compute k ≡ B (mod q)

Compute k ≡ Ab (mod q)

Table 2.2: Diffie-Hellman Key Exchange, adapted from [31]
At the end of the protocol, Alice and Bob share the secret value k ≡ X ab (mod q), which they
can calculate with a computational cost O(logq ) using the fast-power algorithm or a similar procedure

14

627i (mod 941)
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i
Figure 2.4: 627i (mod 941) for i between 0 and 300. The irregularity in exponentiation modulo q
contrasts sharply with the continuity of regular integer exponentiation [31].
[39].8 If the quantities are represented and exchanged as N -bit numbers, as is standard, then q should
be slightly less than 2N , implying that for Alice and Bob, the protocol has complexity O(N ).

In contrast, the cryptanalytic cost to Eve is based on the complexity of finding k ≡ X ab (mod
q) from X a and X b (mod q), known as the Diffie-Hellman Problem (DHP). It can be shown to be
√
O( q log q), or O(N · 2N/2 ), if the parameters are chosen well [52]. The fastest known procedure to
crack Diffie-Hellman is the Pohlig-Hellman algorithm [55], which approaches the problem by finding
a (or b) from X and A ≡ X a (mod q) (or B) - the result can then be used to easily compute k.

9

The runtime is largest when X generates F∗q , meaning that repeatedly exponentiating X modulo q
will eventually produce all integers from 0 to q − 1 (mod q). When X is chosen such that this is the
case, the Pohlig-Hellman algorithm reduces to Shanks’s Babystep-Gianstep Algorithm [33] which has
the O(N · 2N/2 ) complexity stated previously.

From the above dicussion, we can conclude that the Diffie-Hellman protocol for public key exchange is both easy for Alice and Bob to implement and hard for Eve to attack. Further, it does not
require Alice and Bob to have had any previous contact or access to a secure communication channel.
Still, the protocol does not ensure secure communication, as the symmetric, private-key cryptosystem
that Alice and Bob choose to implement with k may still be susceptible to attacks. The following
subsection will therefore discuss means of secure public encryption.
8 Because
9 In

all logarithms we will use are base-2, we omit the subscript.
particular, a is known as the discrete logarithm of A to the base X, and most cryptanalysis related to the DHP

is centered on developing algorithms to solve for discrete logarithms. Note that the discrete logarithm has substantially
more erratic behavior (see Figure 4) than a standard logarithmic function, which rules out iterative solutions.

CHAPTER 2. NON-QUANTUM CRYPTOSYSTEMS

2.3.2

15

Public Key Cryptosystems and RSA

Although Diffie and Hellman were the first to introduce the concept of a public key cryptosystem
(PKC), the first to propose a feasible PKC were Rivest, Shamir, and Adleman, with the RSA protocol.
In public key encryption, Alice publishes an encryption key ke which anyone can use to encrypt a
message m using a publicly known procedure E [59]. Bob (or indeed any member of the general public) then sends the ciphertext c = E(ke , m) to Alice, who decodes it using a private decryption key kd .
This method is clearly insecure unless it is very difficult to take the inverse of the function E without
knowledge of kd . Such a function is referred to as a trap-door one-way function [21]: ‘one-way’ because
only one direction is easy to compute knowing only the protocol and the encryption key, and ‘trapdoor’ because an additional piece of private information kd makes the other direction easy to compute.

The one-way trap-door function that RSA relies on is integer multiplication/factorization: multiplying two large integers can be done very rapidly, but current factorization methods have subexponential (fractional powers of N in the exponent) time complexity [31]. To examine how this property
is used, we will give a step-by-step review of RSA (summarized from [59]), then conclude with a brief
discussion of why the protocol is presently secure.

First, Alice chooses a large integer n, which should be the product of two ‘random’ (or pseudorandom) large primes

10

p and q, which are not made publicly available. She then chooses a large,

random integer d that shares no factors with (p − 1) · (q − 1).
e, the multiplicative inverse

12

11

From p, q, and d, she can compute

of d modulo (p − 1) · (q − 1). Of these integers, Alice publishes only

the pair ke = (e, n). Anyone can then encrypt a message m as c ≡ E(ke , m) ≡ me (mod n). Alice can
decrypt the ciphertext to obtain m ≡ D(kd , c) ≡ cd (mod n).

To see why this works, we need to show that D and E are actually inverses, i.e. that given the
above parameters, one has (me )d = me·d ≡ m (mod n). First, note that we can rewrite e · d ≡ 1 (mod
(p − 1) · (q − 1)) as r · (p − 1) · (q − 1) + 1 = e · d for some integer r. Then we have
me·d ≡ mr(p−1)(q−1)+1 (mod n)
10 Alice
11 Alice

(2.4)

can efficiently determine whether or not a number is prime using the Miller-Rabin test [60].
can efficiently determine the greatest common divisor (gcd) of two integers using the Euclidean algorithm

[31], so she does not need to know the factors of d or (p − 1) · (q − 1) to verify that gcd(d, (p − 1) · (q − 1)) = 1.
12 The multiplicative inverse e is defined such that e · d ≡ 1 (mod (p − 1) · (q − 1)) and is efficient to compute using a
variant of the Euclidean algorithm [59].
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to note that

r(q−1)

mr(p−1)(q−1) ≡ m(p−1)
≡ 1 (mod p)
and therefore
me·d ≡ mr(p−1)(q−1)+1 ≡ m (mod p).

(2.5)

me·d ≡ m (mod q).

(2.6)

The same line of logic leads to

Together, Equations (2.5) and (2.6) imply that
D(kd , E(ke , m)) ≡ me·d ≡ mr(p−1)(q−1)+1 ≡ m (mod n)

(2.7)

The encryption and decryption processes therefore do yield the desired result. The protocol is summarized in Table 2.3.

Parameter Creation (Alice)
Calculate the integer n as the product of two large random primes p and q.
Choose a large integer d such that gcd(d, (p − 1)(q − 1)) = 1.
Calculate e as the multiplicative inverse of d (mod (p − 1)(q − 1)).
Publish ke = (e, n).

Encryption (Bob)
Encrypt plaintext m as c ≡ me (mod n).
Send the ciphertext to Alice.

Decryption (Alice)
Decrypt the ciphertext c as D(c) ≡ cd (mod n).
Because cd ≡ md·e ≡ m (mod n), Alice now has the original plaintext.

Table 2.3: A summary of RSA, adapted from [31].
Let’s briefly look at the security of this protocol. Although there are some attacks on RSA based
on weaknesses in the setup or specific cases of parameter choices (see [9] for some examples), the most
13 Fermat’s

p).

little theorem [31] states that for a prime p and any integer a that is not a multiple of p, ap−1 ≡ 1 (mod
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general way to attack the RSA cryptosystem is to try to find p and q by factorizing n. The fastest
known non-quantum integer factorization algorithm is the number field sieve [56], which has runtime
∈ O(exp(cN 1/3 (log N )2/3 )) where as usual N = log(n) is the input length. While certainly faster
than trial-and-error factorization, this subexponential complexity is still infeasible for Eve to run.

Cryptography is an enormous subject, and we have only looked at a small sample of the protocols
for key distribution and encryption. Still, the problems these protocols rely on are foundational to
many systems used today, and familiarity with them is critical in order to understand the significance
of the quantum algorithms presented in the next chapter.

Chapter 3

Quantum Algorithms for Integer
Factorization and Discrete
Logarithms
The analysis from the previous chapter largely assumed that Eve has access only to classical computers. However, quantum computation research has seen enormous advances in the past few decades,
and the concept of a quantum computer is no longer just a theoretical construct. The security of protocols, such as RSA, that rely on the computational difficulty of the underlying problem must therefore
be reexamined under the assumption that Eve will eventually (and possibly quite soon) have access
to quantum computational capacity as well.

This chapter will outline the basics of quantum computation in Section 3.1 by describing the
formalism used for notation and presenting several key quantum logic gates. Section 3.2 will then
discuss the discrete logarithm problem and the integer factorization problem through the lens of
quantum algorithms. In particular, we will look at Shor’s algorithms for solving both problems in
polynomial time using a quantum system and discuss their implications. Finally, we will describe
what some of the existing quantum computation implementations look like in a laboratory setting
and discuss their limiting factors.

18
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3.1

Quantum Computation Notation and Basics

Classical computation typically stores and manipulates information as bits, each of which takes
on a definite value of 0 or 1 (usually manifested as a value-specific voltage). The collection of bits
used in a computational process is referred to as a register; logic gates then perform operations on
the bits in the register to produce binary outputs. An algorithm consists of a series of logic gates
applied to the register containing the input. Quantum computation relies on a similar structure.
While other methods of quantum data representation exist (see for example qutrits and qudits), most
systems both in theory and in practice use registers of quantum bits, or ‘qubits’. When measured,
a qubit’s state collapses into one of two orthogonal eigenstates (for example spin +1/2 or spin -1/2
along a specified axis), whose corresponding eigenvalue is associated with either 0 or 1. In this sense,
a qubit’s function parallels that of a classical bit as a representation of binary information. Prior to
measurement, however, a qubit can occupy any linear superposition of the two eigenstates. The state
|ψi of a given qubit can be written as
|ψi = α |0i + β |1i ,

(3.1)

where |0i and |1i, referred to as the computational basis states [48], are the eigenstates associated to
the values 0 and 1, respectively, and α and β are complex coefficients satisfying |α|2 + |β|2 = 1 such
that |ψi is properly normalized. With this convention, we can specify
 
α
|ψi =  
β

(3.2)

where, as is standard,
†

hψ| = |ψi = [α∗ β ∗ ]
with the inner product given by
 
α2
hψ1 |ψ2 i = [α1∗ β1∗ ]   = α1∗ α2 + β1∗ β2
β2
Alternatively, the normalization condition allows |ψi to be represented as


θ
θ
iγ
iφ
|ψi = e
cos |0i + e sin |1i
2
2
or simply
|ψi = cos

θ
θ
|0i + eiφ sin |1i ,
2
2

(3.3)

where γ, θ, and φ are real numbers. The last step follows because the overall phase of a quantum
system has no physical significance and can therefore be ignored – only the relative phase between
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terms carries importance.

While the latter representation is bulkier and may seem less intuitive than the former, it lends
itself quite well to a visualization of the state |ψi as a vector on the unit sphere (shown in Figure
3.1); the set of all points on the sphere then corresponds to the set of all normalized states a qubit
can occupy.

Figure 3.1: The Unit Sphere corresponding to the set of possible single-qubit |ψi, referred to as the
Bloch Sphere for spin-1/2 particle systems and the Poincaré sphere for spin-1 particle systems ([48],
[6])
.

This choice of representation simplifies intuition for single-qubit logic operations, which can now
be specified by rotations on the sphere. It also gives a visual sense of how similar or dissimilar any
two states are based on their distance from each other: two states opposite from each other on the
sphere are orthogonal (their inner product is 0), and their similarity, and therefore their inner product,
increases as the state vectors move closer together.

Although the Bloch/Poincaré sphere is a useful conceptual tool when working with single qubits,
the representation in Equation 3.1 is more amenable to a generalization of |ψi to multiple qubits, and
we will therefore use it much more frequently.
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3.1.1

Systems of Multiple Qubits

Let us now extend our discussion to systems of two qubits, A and B. As with a classical system, the
possible values that can be represented are 00, 01, 10, and 11, where the digit on the left is the value
of qubit A and the digit on the right is the value of qubit B. The associated states are then |0iA ⊗|0iB ,
|0iA ⊗ |1iB , |1iA ⊗ |0iB , and |1iA ⊗ |1iB , where ⊗ denotes the tensor product (also known as the
outer product). We will adopt the relatively standard shorthand of notating the above as |00i, |01i,
|10i, and |11i. Note that these computational basis states are all orthogonal and therefore perfectly
distinguishable from one another.

As with the case of single qubits, it is possible for the system state to be any normalized linear
superposition of the computational basis states. When there is more than one qubit, however, the
notion of entanglement becomes relevant. Informally, we can say two qubits A and B are entangled
if the outcome of a measurement on B is at all dependent on the outcome of a previous measurement
on A. More formally, A and B are entangled if there is no basis in which the global state |ψiAB can
be written as a single tensor product |ψiA ⊗ |ψiB of the two qubits’ individual states. This definition
emphasizes that the states of unentangled qubits can exist as independent systems, while the global
state of entangled qubits necessarily contains terms that cannot be factored into one distinct state or
the other.

Let us take two common examples to illustrate this. First, consider the global state
|ψi =

|00i + |11i
√
2

This state is maximally entangled: a measurement of the value of one qubit is sufficient to know the
value of the other with absolute certainty, yet prior to measurement the values 0 and 1 are equally
likely for both qubits. We note that it is not possible to write the above state, known as a Bell state,
with a single tensor product |ψA i ⊗ |ψB i.

Now consider the global state
|ψi =

1
(|00i + |01i + |10i + |11i)
2

It may initially appear that the two qubits in this state are entangled as well, given that there are
four tensor product terms that are added together. However, observe that it is possible to rewrite the
above state as
1
1
|ψi = √ (|0iA + |1iA ) ⊗ √ (|0iB + |1iB )
2
2
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1
It now clearly has the form |ψiAB = |ψiA ⊗|ψiB , where |ψiA = |+iA = √ (|0iA + |1iA ), and likewise
2
for |ψiB . In both cases, measurement of each qubit yields 0 and 1 with equal probability. In the first
case, however, the qubit values are necessarily correlated,1 while in the second they are independent.

Before generalizing to systems of N qubits, let us dwell a moment longer on the first global state
mentioned above. It is one of the four maximally entangled states of two qubits, known as Bell states
(or EPR states), shown below:
|ψ + i =

|00i + |11i
|00i − |11i
|01i + |10i
|01i − |10i
√
√
√
√
, |ψ − i =
, |φ+ i =
, |φ− i =
2
2
2
2

(3.4)

The Bell states form an orthonormal basis for the Hilbert space of possible states that a system of two
qubits can occupy and are essential to quantum key distribution protocols and quantum teleportation
[48].

We can now generalize these concepts to discuss quantum registers, which consist of N qubits that
together represent some binary number of magnitude ≤ 2N − 1. The global state is specified by the
normalized linear combination
|ψi =

N
2X
−1

|ii

(3.5)

i=0

Here we have further condensed our notation such that |0i = |00 . . . 00i = |0i1 ⊗|0i2 . . .⊗|0iN −1 ⊗|0iN ,
|1i = |00 . . . 01i, |2i = |00 . . . 10i, and so forth up to |2N − 1i = |11 . . . 11i.

It is worth emphasizing again that the set of computational basis states |ii are mutually orthogonal. This allows for the use of quantum parallelism, perhaps the greatest advantage of quantum
computation over classical computation. Because the |ii are perfectly distinguishable, it is possible
to place the quantum register in a superposition containing each non-negative integer up to 2N − 1
and thus operate on all possible inputs simultaneously. This greatly reduces the runtime. A major
caveat of this property is that while it is possible to run simultaneous computations, it is still only
possible to perform one measurement on the register, at which point the superposition collapses and
all values besides the one obtained are lost. A necessary component of quantum algorithms is therefore
the extraction of global properties, quantities that reveal features of many or all of the simultaneous computations but which can be obtained with a comparatively small number of measurements [17].
1 Note

that correlation does not always imply entanglement. For example, two qubits in the state |ψi = |00i are

certainly correlated, but they are not entangled.
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3.1.2

Quantum Logic Gates

To discuss the structure of a quantum algorithm, we must first delineate what logic operations on
a quantum register entail. While many quantum logic gates have a classical analog, we cannot simply
use the same set of gates that are used for classical computation and find some way to render them
quantum. There are two primary reasons for this: first, classical logic gates cannot take advantage of
quantum parallelism because they can only map definite binary values to other definite binary values
– they cannot map a 0 or a 1 to a superposition thereof. Second, logic gates on a quantum system
correspond to physical manipulations of one or more qubits and therefore have to be composed of
unitary operations [6]. Since all such operations can be represented by invertible matrices, they are
necessarily reversible. Most classical logic gates, in contrast, represent a 2 to 1 bit mapping (see, for
example AND, OR, and NAND gates), which cannot be reversed. This section will therefore discuss
quantum logic gates as a framework independent of classical logic gates, although some similarities
between the two, such as the notion of a universal gate set, will be highlighted.

The following is a list of quantum logic gates which, while by no means comprehensive, covers the
most widely-used operations and gives a sense of the structure of a quantum logic gate [48]. Because
they all represent unitary operations, we will notate each logic gate mathematically with a matrix of
appropriate dimensions. Also listed are the visual circuit diagram representations of each gate.

Single-Qubit Gates
• Pauli X, Y , and Z gates:
As the name implies, the Pauli X, Y , and Z gates are represented by the corresponding Pauli
matrices:


X=

0

1

1

0


,


Y =

0

−i

i

0


,


Z=

1

0

0

−1




(3.6)

On the Bloch sphere, they correspond to 180-degree rotations about the specified axis or can
be exponentiated to give various values of rotation about said axis. For example, a rotation of
θ about the X axis is given by e−i(θ/2)X . The X gate is also often referred to as the quantum
NOT gate because it swaps the coefficients of |0i and |1i, meaning that analogously to a classical
NOT gate, |0i → |1i and |1i → |0i.
• π/8 gate (T ):
The π/8 gate rotates a state on the Bloch sphere by 45 degrees and is represented by the matrix


1
0

T =
(3.7)
0 eiπ/4
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|ψi

σX |ψi |ψi
,

X

σY |ψi |ψi
,

Y

Z

σZ |ψi

Figure 3.2: Circuit representations of the X, Y , and Z gates

Applying T twice (squaring it) yields the Phase gate S, which denotes a rotation by 90 degrees.
We may note that squaring S then gives us the Pauli Z gate.

α|0i+eiπ/4 β|1i

α|0i+β|1i

T

Figure 3.3: Circuit representation of the π/8 gate

• Hadamard gate (H):
The quintessential gate to make use of quantum parallelism, H maps a qubit in one of the two
computational basis states to an equal superposition of the two. Specifically,
H |0i →

|0i + |1i
√
= |+i
2

and H |1i →

|0i − |1i
√
= |−i .
2

(3.8)

It can be represented by the matrix


1
1
H=√ 
2 1

1
−1




(3.9)

and can be visualized on the Bloch sphere as a 90-degree rotation about the Y-axis followed by
a 180-degree rotation about the X-axis.

|0i
|1i

|+i

H

|−i

Figure 3.4: Circuit representation of the single-qubit Hadamard gate

Multi-Qubit Gates
• cNOT gate:
The cNOT (controlled NOT) gate performs the X (quantum NOT) operation on the second of
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the two input qubits if and only if the first qubit

1


 0
cNOT = 

 0

0

is in state |1i. Its matrix representation is

0 0 0


1 0 0 

(3.10)

0 0 1 

0 1 0

Note that two-qubit gates require a 4x4 matrix, since they operate on the 4x1 tensor product of
two 2x1 states.

|Ai

|Ai

|Bi

|A ⊕ Bi

Figure 3.5: Circuit representation of the cNOT gate, with binary A and B

• Controlled-U gate:
More general than the cNOT gate, the controlled-U gate performs any specified unitary singlequbit operation U on the second input qubit if the first qubit is in state |1i. Its matrix representation is





controlled−U = 




1

0

0

0

0

1

0

0

0

0

0

0

U










(3.11)

where U indicates the 2x2 matrix corresponding to its single-qubit operation.

|Ai
|Bi

|Ai

U

(A · U ) |Bi

Figure 3.6: Circuit representation of the controlled-U gate

• Toffoli gate:
The quantum Toffoli gate, analogous in behavior to the non-quantum Toffoli gate, takes in three
input qubits. If the first two qubits are in state |1i, then the X (NOT) gate is applied to the
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third qubit - otherwise all qubits remain the same. Its matrix

1 0 0 0 0 0 0


 0 1 0 0 0 0 0


 0 0 1 0 0 0 0


 0 0 0 1 0 0 0
ccNOT = 

 0 0 0 0 1 0 0


 0 0 0 0 0 1 0


 0 0 0 0 0 0 0

0 0 0 0 0 0 1

representation is

0


0 


0 


0 


0 


0 


1 

0

(3.12)

Notice the similarity between the Toffoli gate and the cNOT gate - for this reason, the Toffoli
gate is often also called the controlled-controlled-NOT gate, or the ccNOT gate.

|Ai

|Ai

|Bi

|Bi

|Ci

|AB ⊕ Ci

Figure 3.7: Circuit representation of the Toffoli gate

Taking the tensor product of two or more logic gates allows for the construction of a quantum
logic gate operating on a larger multi-qubit register [6]. For example an N -qubit register can be
placed in an equal superposition of all possible values by applying the single-qubit Hadamard gate to
every qubit in the register. The global logic gate associated to this operation is then H ⊗N , the tensor
product of N Hadamard gates.

Due to the difficulty of physically implementing many complicated multi-qubit logic gates, the
concept of a universal set of quantum logic gates is of significant importance.

2

Some of the most

common universal sets for quantum logic are:
• cNOT gate plus the set of all single-qubit gates ([2], [48])
• Toffoli, Hadamard, and Phase gates [38]
• cNOT, Hadamard, and π/8 gates [53]
2A

set of quantum gates is considered universal if any unitary operation can be approximated to an arbitrary precision

using only gates in that set [65]. This does not mean that the most efficient implementation uses only these gates.
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However, it is in fact possible to show [65] that the cNOT gate plus any single-qubit real gate that does
not preserve the computational basis form a universal set. Given then the versatility of single-qubit
logic gates, most algorithms, including those we discuss in this chapter, rely primarily on constructing
global operations through combining smaller quantum logic gates.

3.2

Shor’s Algorithms for Integer Factorization and Discrete
Logarithms

We are now equipped to discuss the problems of integer factorization and finding discrete logarithms
through the lens of quantum algorithms and their circuits. The fastest known quantum algorithms for
both problems, each of which operates in polynomial time, were proposed by Peter Shor in 1994 [66]
(revision in 1996 [67]). This section will describe the circuit for each algorithm, explain the process
by which it produces the desired output, and discuss the asymptotic runtime. However, because both
algorithms rely heavily on the Quantum Fourier Transform (the quantum equivalent of the classical
Discrete Fourier Transform), we will begin with a short discussion of what this operator does and how
it can be constructed in a quantum circuit.

3.2.1

The Quantum Fourier Transform (QFT)

The quantum Fourier transform (QFT) is exactly analogous to the classical discrete Fourier transform
(DFT), which is typically used to examine the periodicity and other properties of an n-component
vector of complex numbers. For a given input vector α = {α0 , . . . , αn−1 }, the resultant output
β = {β0 , . . . , βn−1 } of the DFT is specified by the entries [48]
n−1

1 X
xy 
βy ≡ √
αx exp 2πi
n
N y=0

(3.13)

Similarly, the QFT, whose gate is denoted UDFT , linearly operates on an arbitrary N = log(n)-qubit
Pn−1
quantum state |ψiin = x=0 αx |xi as [10]
UDFT |ψi =

N
−1
X

αy |yi

(3.14)

y

where the αy are the discrete Fourier transforms of the αx . Alternatively, it is often written in terms
of its effect on the computational basis states:
n−1

1 X
xy 
UDFT |xi = √
exp 2πi
|yi
n
n y=0

(3.15)
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Classical implementations of the DFT, such as the fast Fourier transform algorithm, require O(N 2N )
gates [82]. In contrast, the QFT can be implemented as an O(N 2 ) algorithm. To see why, let us
rewrite the QFT as [48]:
|xi →

N
⊗
N/2
l=1
2
1

h

−l

|0i + e2πix2

i
|1i

(3.16)

Using Nielsen and Chuang’s notation for binary fractions such that 0.xl xl+1 . . . xm ≡ xl /2 + xl+1 /4 +
· · · + xm /2m−l+1 , where the binary number x = x1 x2 . . . xN , this can be expressed as



|0i + e2πi0.xN |1i ⊗ |0i + e2πi0.xN −1 xN |1i ⊗ · · · ⊗ |0i + e2πi0.x1 xN ···xN |1i
UDFT |xi =
2N/2

(3.17)

We will now show that this transformation can be accomplished by the following quantum circuit
composed only of Hadamard gates, controlled-Rk gates, and swap gates ([67], [48]), where


1
0

Rk ≡ 
k
0 e2πi/2

(3.18)

and the operation cRh,j indicates a controlled-Rk gate operating on qubit xj and controlling from
qubit xh , where k = h − j + 1.
H

|x1 i

R2,1 · · · RN −1,1 RN,1
···

|x2 i

..
.

|0i+e2πi0.x1 ...xN |1i

H

· · · RN −1,2 RN,2 · · ·

|0i+e2πi0.x2 ...xN |1i

..
.

|xN −1 i

···

|xN i

···

H RN,N −1

|0i+e2πi0.xN −1 xN |1i

H

|0i+e2πi0.xN |1i

Figure 3.8: A quantum circuit for the quantum Fourier transform, excluding the final swap gates
(adapted from [48])
Starting with the leftmost qubit (representing x1 ), this circuit first performs the Hadamard transformation H followed by the cR2,1 through cRN,1 gates. Because e2πi0.x1 = (−1)x1 , the Hadamard
gate puts the register into the state

1
H1 |x1 . . . xN i = √ |0i + e2πi0.x1 |1i |x2 . . . xN i
2

(3.19)

Each subsequent controlled-R gate tacks the value of the control bit xh onto the end of the binary
fraction in the exponent. To see this, we consider the two possible cases separately. First, if the
k

control bit xh is 1, we multiply the coefficient of |1i by e2πi/2 = e2πi0.0...01 (where 1 is in the kth
position right of the decimal) so that we have

1 
√ |0i + e2πi(0.x1 ...1) |1i
2
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In the simpler case where xh = 0, we do not change anything, and so we add an inconsequential 0 to
the end of the binary fraction. In both cases, xh becomes the kth digit of the binary fraction.

Applying the series of gates HcR2,1 . . . cRn,1 to the first qubit therefore results in the state

1
√ |0i + e2πi0.x1 x2 ...xn |1i |x2 . . . xN i
2

(3.20)

This procedure is then applied to every subsequent qubit xi , with the series of controlled-R gates
ranging from cRi+1,i to cRN,i . Using the same logic as above, this puts the register in the state
1
2N/2




|0i + e2πi0.x1 x2 ···xn |1i ⊗ · · · ⊗ |0i + e2πi0.xN −1 xN |1i ⊗ |0i + e2πi0.xN |1i

(3.21)

Finally the order of the qubits is reversed using swap gates to obtain the desired state, specified
by Equation (3.17).

The circuit’s complexity is given by the sum N + (N − 1) + · · · + 1 gates from the Hadamards and
the controlled-R gates, plus N/2 swap gates for a total of N (N + 2)/2 ∈ O(N 2 ) gates. In practice,
however, it is beneficial to use an approximation of the QFT rather than an exact circuit. For example,
Coppersmith [14] presents a circuit for an ADFT (Approximate Discrete Fourier Transform) based on
a quantum-adapted Fast-Fourier Transform requiring O(N log(N ) + log 1/) operations, where epsilon
is the precision parameter.

3.2.2

Integer Factorization

Perhaps the most well-known application of the QFT is Shor’s integer factorization algorithm [66],
which probabilistically determines the factors of a known integer n to arbitrary precision in polynomial
time. As shown in Chapter 2.3.2, such an algorithm could make RSA decryption very easy, creating
an imperative for a new cryptographic standard. Here we describe the algorithm, illustrate each step
by applying it to an example, and discuss the time and space computational complexity.

Although the ultimate goal is the complete integer factorization of some odd composite number n, the algorithm instead solves the equivalent problem of finding the period r of the function
f (a) = xa ≡ 1 (mod n), where x is any integer that is coprime (sharing no common factors) with n.
It is possible to show [10] that once r is found, the factors of n can be computed in polynomial time
as gcd(xr/2 + 1) and gcd(xr/2 − 1).
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The algorithm uses two quantum registers, each of length N ≈ log(n) (specifically, n2 ≤ 2N < 2n2 ),
whose generalized global state is denoted by
|ψi =

1 X
αi,j |ii |ji
2N i,j

(3.22)

where the first and second kets correspond to the first and second registers, respectively. The system
is first prepared in the state
|ψi = (H ⊗N |0i) |0i =

1
2N/2

N
2X
−1

|ai |0i

(3.23)

a=0

If, for example, we were using the algorithm to factor n = 15 (making N = 8) into its constituents 3
and 5 using x = 7, we would have
251

1 X
|ai |0i
16 a=0

|ψi =

This equal superposition of all possible |ai allows for simultaneous parallel computation.
The second register is then used to compute the modular exponent of the first register, such that
|ψi =

N
2X
−1

1
2N/2

|ai |xa (mod n)i

(3.24)

a=0

In our example, this produces the state
251

|ψi =

=

1 X
|ai |7a (mod 15)i
16 a=0

1
(|0i |1i + |1i 7 + |2i |4i + |3i |13i + |4i |1i + |5i |7i + · · · )
16

We then measure the state of the second register. Let us call the result z, such that z ≡ xl (mod
n) for some smallest l [3]. Then the first register is forced into the superposition of all |ai that satisfy
z ≡ xa (mod n) ≡ xl (mod n). Specifically, the |ai left in the first register are those such that a = jr+l
(where again r is the period we are looking for, and j is any positive integer such that a < 2N ), since
if z ≡ xl (mod n), then also z ≡ xr+l ≡ x2r+l ≡ xjr+l (mod n). We therefore have for the global state
of the registers
b2N /rc

|ψi = ζ

X

|jr + li |xl (mod n)i

(3.25)

j=0

where ζ is the normalization factor

p
r/2N . We emphasize that the offset l varies from measurement

to measurement – otherwise several repeated measurements of the first register at this point would
be sufficient to determine the r.

After this step, the example system has the possible states shown in Table 3.1.
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Outcome of 2nd register

Global State

Offset l

1

ζ (|0i + |4i + |8i + . . .) |1i

0

4

ζ (|3i + |7i + |11i + . . .) |4i

3

7

ζ (|1i + |5i + |9i + . . .) |7i

1

13

ζ (|2i + |6i + |10i + . . .) |13i

2

Table 3.1: Example global states after measurement of the second register
It is clear in this case that every possible outcome has a period of r = 4; however, to efficiently
measure this, we must get rid of the variable offset l. Thus the critical step to extract the period r is
to now perform the QFT on the first register. Using the definition from Equation (3.14), this gives us
UDFT |ψi =

X

αy |yi

(3.26)

y

where
b2N /rc−1

√



(jr + l)
exp
2πi
y
2N
2N
j=0



 b2N /rc−1


√
r
2πily  X
2πijry 
= N exp
exp
2
2N
2N
j=0


1
2πilyr
= √ exp
2N
r

αy =

X

r

(3.27)

In the second line above we have factored a global phase containing l out of the exponent, which
renders it physically irrelevant. This is critical to making this algorithm efficient. In the third line,
we have used the fact that the phases in the sum in brackets destructively interfere everywhere except
when y = k2N /r (where k is any integer) [15]. Since there are 2N /r such instances, and because each
instance results in a contribution of exp(jk2πi) = 1, the total sums to 2N /r, giving the coefficient in
the result. We can therefore write the final state of the first register before measurement (the second
register is no longer important) as


r−1
N
1 X
2πikl
|ψi = √
exp
|k 2r i
r
r

(3.28)

k=0

Applied to our example, this yields
3

1X
|ψi =
exp
2
k=0



2πikl
4


|64ki

A visual representation of the effect of the QFT on the state of our register is shown in Figure 3.9,
although because it is not guaranteed that r divides 2N , the final distribution is actually closer to the
one shown in Figure 3.10.

CHAPTER 3. QUANTUM ALGORITHMS FOR INTEGER FACTORIZATION AND DISCRETE
LOGARITHMS
32
|ψpost |2

|ψpre |2
l

r

r

2N /r2N /r2N /r2N /r2N /r2N /r

r

a

k

Figure 3.9: The probability distribution of the state of the first register before and after the quantum
Fourier transform. The period is inverted and the offset l is removed. Not to scale. Adapted from

Probability

[10]

Measurement

Figure 3.10: Probability versus measurement value of the state of the first register post-QFT (in this
example, r = 10), taking into account the uncertainty introduced by r not always dividing 2N . The
amplitude still peaks very sharply at integer multiples of r. Figure from [67].
Knowing the value of 2N (in our case 256), a relatively small number of measurements is sufficient
to determine r. If the value of k measured is coprime with r, then r can be calculated immediately.
The probability that gcd(k, r) = 1 is larger than 1/ log r [3], so repeating the computation on the
order of O(log r) < O(log N ) times amplifies the probability of success arbitrary close to 1.

Let us now briefly discuss the algorithmic complexity. Because all steps have O(N ) spatial complexity, we will refer only to time complexity. The initial Hadamard transformation is constant in
time O(1), using only one gate on each qubit. Modular exponentiation is typically referred to as the
‘bottleneck’ for this algorithm, with the most efficient (scalable) network being in O(N 3 ) ([15], [67]).
3 It

3

is actually possible to achieve O(N 2 log N log log N ) time complexity with O(N log N log log N ) spatial complexity,

but it does not scale well and is impractical [3].
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The QFT, as previously discussed, can be implemented in O(N log N + log 1/), and all measurement
steps are constant in time. The algorithm therefore has an overall complexity ∈ O(N 3 ). A summary
of the steps can be found in Table 3.2.

Step

Description

0

Empty Registers
⊗N

1

Hadamard Transform H

2

Modular Exponentiation in Second Register

3

Measure Second Register

4

QFT on First Register

5

Measurement of First Register

on First Register

Resultant State |ψi

Complexity

|0i |0i
P2N −1

—

1

|ai |0i
2N/2 a=0
N
1 P2 −1
|ai |xa (mod n)i
2N/2 a=0 N
Pb2 /rc
ζ j=0 |jr + li


P
N
2πikl
1
r−1
√
exp
|k 2r i
r
r k=0
N

|k 2r i

O(1)
O(N 3 )
O(1)
O(N log N )
O(1)

Table 3.2: A step-by-step summary of Shor’s integer factorization algorithm
This algorithm therefore places the problem of integer factorization in BQP. Examples of physical
implementations and related constraints will be discussed in Chapter 4.

3.2.3

Finding Discrete Logarithms

In the paper detailing his algorithm for integer factorization, Shor also described a quantum algorithm to solve the discrete logarithm problem (DLP) in polynomial time. (As a reminder, the DLP
is the problem of finding a such that g a ≡ x (mod p), where g is a generator of the multiplicative
group modulo a prime p.) This would enable an eavesdropper with access to a quantum computer
to easily obtain the secret keys exchanged via Diffie-Hellman key distribution, additionally, there are
some cryptosystems (see for example ElGamal [31]) that rely on the DLP as well which would be
rendered insecure. Here we will outline the adaptation of this algorithm described by [48] and discuss
its computational complexity.

The algorithm requires 3 quantum registers of length N such that p ≤ 2N < 2p, each initialized to
the state 0. The first step is to apply the H ⊗N gate to the first two registers (again to take advantage
of parallel computation) in order to put the system in the global state
N

N

2 −1 2 −1
1 X X
|ψi = N
|yi |zi |0i
2 y=0 z=0

(3.29)
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Next, the third register is used to compute the modular exponent f (y, z) = g y xz (mod p), which
yields
N

N

2 −1 2 −1
1 X X
|ψi = N
|yi |zi |f (y, z)i
2 y=0 z=0

(3.30)

With some well-informed guesswork, one may decide here to rewrite the state of the third register as
the Fourier transform of its inverse Fourier transform. Specifically,
N

N

r−1 2 −1 2 −1
1 X X X 2πi(aly+lz)/r
|ψi ≈ N √
e
|yi |zi |fˆ(al, l)i
2
r
y=0 z=0

(3.31)

l=0

where fˆ denotes the Fourier transform of f and r is the order of x in p (see [67] for a full explanation).
Factoring the exponent then gives
N
 N

r−1 2X
−1
2X
−1
X
1

e2πi(aly)/r |yi 
e2πi(lz)/r |zi |fˆ(al, l)i
|ψi = N √
2
r
y=0
z=0

(3.32)

l=0

We now apply the inverse of the QFT gate onto the first two registers, at which point the state
becomes approximately
r−1
1 X
|ψi → √
|al/ri |l/ri |fˆ(al, l)i
r

(3.33)

l=0

Measuring the first two registers then gives values for al/r and l/r modulo p (where l is variable),
from which the desired discrete logarithm a may be deduced by applying a continued fractions algorithm [28] (note that we cannot simply divide because all values are modulo p). The algorithm is
summarized in Table 3.3.

Once again, the bottleneck of the algorithm is the modular exponentiation, requiring O(N 3 ) operations. Shor [67] shows that the probability of success is high enough that the calculation need only
be repeated a polynomial number of times. A generalized algorithm by Boneh and Lipton [16] allows
for the determination of discrete logarithms for any abelian (not necessarily cyclic) group.

With this algorithm, the DLP can therefore be solved in polynomial time. One consequence is that
public key distribution protocols such as Diffie-Hellman and public key cryptosystems such as ElGamal are susceptible to quantum attacks. Should large-scale quantum computation become feasible,
encryption and public key distribution would therefore have to be performed using quantum-resistant
algorithms on classical computers (see nTRU as one possible example) or using quantum key distribution protocols such as BB84 [12].
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Step

Description

Resultant State |ψi

Complexity

0

Empty Registers

—

1

H ⊗N on First Two Registers

2

Modular Exponentiation in Third Register

3

Apply Inverse QFT to First Two Registers

4

Measure First Two Registers

|0i |0i |0i
1 P2N −1 P2N −1
z=0 |yi |zi |0i
2N y=0
N
N
1 P2 −1 P2 −1
z=0 |yi |zi |f (y, z)i
2N y=0
1 Pr−1
√
|al/ri |l/ri |fˆ(al, l)i
r l=0
|al/ri |l/ri |· · ·i

O(1)
O(N 3 )
O(N log N )
O(1)

Table 3.3: A summary of a version of Shor’s algorithm to find discrete logarithms

3.2.4

Implementation Notes

The major strength of the algorithms described in this section is their relatively small runtime as
the input grows arbitrarily large. However, the discussion relied on the assumption that a quantum
computer could accept an arbitrarily large input, and thus run for an arbitrarily long time. However,
time and size scalability both represent substantial challenges for practical quantum computation.
Here we will note some of the major barriers to implementation and describe a couple of the setups
being used in laboratory implementations.

The most general properties necessary for any quantum computer are given by the di Vincenzo
criteria [20]: scalability (the maximum number of well-defined qubits should be sufficiently large to
carry out standard computations), initialization (it must be possible to initialize all qubits in the state
|0i), coherence (the system’s state should remain well-defined and isolated from the environment until the computation is complete), universal quantum gate set (any unitary transformation should be
possible), and readout (post-computation measurement should be accurate and efficient) [6]. Most
laboratory setups meet some but not all of these requirements.

NMR
The first proof-of-principle implementation of Shor’s integer factorization algorithm was performed
on the number 15 with NMR (nuclear magnetic resonance) qubits [43]. In NMR quantum computation setups, spin-1/2 nuclei in a molecule (whose n atoms constitute its qubits) are placed in a static
magnetic field and manipulated with radio frequency (RF) pulses to produce nuclear spin states corresponding to different qubit states. Post-computation, the states decay and the output spectral lines
are measured. From this measurement, the final computational state can be inferred [48]. Typically
the computation takes place with many identical molecules dissolved in a liquid, and so measured
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spectral lines are really the conglomerate of many emissions. Though NMR quantum computation
is not readily scalable (as it would involve constructing arbitrarily large molecules with consistent
behavior, as well as manipulating and characterizing them in a reliable way), the techniques for its
use on small molecules are well-developed and widely used in chemistry and other applications, so it
is useful in an experimental context for proof-of-principle demonstrations and for obtaining insight
into decoherence and other relevant phenomena [87].

Ion Traps
Though NMR provided the first realization of Shor’s algorithm, it did not provide any clear path
to scalability and used several shortcuts based on prior knowledge of the factors to simplify the computation (while still maintaining the integrity of the proof of principle). Subsequent implementations
contained distinct improvements, and in 2009 Politi et al [4] executed the algorithm on a compiled
photonic chip, the first implementation to not rely on NMR or simplified logic gates. It was not until
this year that a group constructed an implementation with scalable architecture to reliably factor an
arbitrary small number (they still used 15, since it’s the smallest number for which Shor’s algorithm
can be meaningfully performed) [72]. They did so using a linear Paul trap with five

40

Ca+ ions.

In ion trap quantum computation setups ([73], [54], [18]), atoms are laser-cooled and confined in
an oscillating electromagnetic RF potential. Their spin states are then entangled and manipulated
using short laser pulses. The system’s state can be described by the vibrational modes, or side-to-side
motion mediated by Coulomb interactions, of the ions resulting from their relative spin states [48].
The final computational state can be measured by exciting the qubits with an optical pulse that only
fluoresces for one of the two possible bit values and gathering the collected photon statistics [69]. Ion
trap quantum computers are particularly promising because of their comparatively long coherence
time (when sufficiently cooled, they do not quickly leak information to the environment and therefore
maintain the integrity of their state throughout the computation process), high-precision logic gates,
and potential for scalability [36]. Some of the major challenges include cooling the ions into the ground
vibrational state and tuning the laser pulse length and ensuring that scattered photons from the laser
on a given ion do not affect other ions in the trap [27].

Other approaches to quantum computation include cavity QED, in which photon interactions are
mediated by an atom in an optical cavity [48], adiabatic quantum computing, in which the system’s
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ground state is adiabatically evolved to satisfy certain constraints in the potential (which is chosen
according to the problem to be solved) [22], and nitrogen-vacancy center quantum computation, in
which two adjacent carbon atoms in diamond are removed and one is replaced with a nitrogen atom,
creating a system with a spin-1 electronic ground state whose spin can be easily manipulated with
a long coherence time [26]. The last two in particular are relatively recent, and research and development on adiabatic quantum computing has taken hold in both laboratory and even (arguably)
commercial settings [19]. While computation using nitrogen vacancy centers is in a more exploratory
stage, it has a much broader range of applications, including precision measurement, quantum optics,
and magnetic resonance [11].

The rapid advancements in the development of quantum computers, combined with the existence
of efficient quantum algorithms for integer factorization and finding discrete logarithms, necessitate a
more critical examination of the systems we rely on for secure communication. The next chapter will
therefore focus quantum key distribution, a possible avenue toward continued communication security
that would eliminate our reliance on cryptography susceptible to quantum attacks.

Chapter 4

Quantum Key Distribution:
Protocols and Attacks
Though advances in quantum information technology threaten to compromise the security of nonquantum cryptosystems, they also present opportunities for new, and arguably more robust, methods
of secure communication. Specifically, numerous protocols for quantum key distribution (QKD), in
which Alice and Bob can establish a shared private key via a quantum channel without prior contact,
are currently being researched. Four companies have already produced commercial QKD systems
([57], [58], [63], [45]). The unconditional security of such systems can be guaranteed in theory [46],
but physical characteristics in their practical implementation often pose weaknesses that can be exploited by eavesdroppers.

This chapter will look at several major QKD protocols: BB84, N09, Goldenberg-Vaidman, and
mdiQKD. In addition to outlining the important aspects of each protocol, it will examine the weaknesses present in their practical implementations (and the associated attacks that take advantage of
them) and explore some of the proposed ways in which these may be addressed. We will look particularly closely at BB84, both because it is the most common and easiest to implement, and because it
lends itself well to illustrating the most prevalent attacks on many QKD protocols.

4.1

Bennett-Brassard 1984 (BB84)

BB84, among the earliest and most well-known QKD protocols was proposed by Bennett and
Brassard in 1984 (hence its name) [12]. It relies on the use of non-orthogonal bases to encode in-
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formation in qubits, so that an observer measuring in an arbitrary basis will not be able to deduce
the original state of the qubit. Additionally, any such measurements introduce a detectable error by
altering the state of the transmitted qubits. In principle, BB84 is unconditionally secure [68], though
in practice it is susceptible to many attacks. Still, it remains the most widely used QKD protocol in
both commercial and academic research settings due to its simplicity and ease of implementation.

4.1.1

Protocol

The procedure for BB84 is as follows ([12],[10]):
• Alice generates two random strings of bits, A and C, with length L substantially larger than the
size of the final key Alice and Bob plan to establish. Bob generates a random string of bits B,
also with length L. The strings A and B determine which bases Alice and Bob use to encode
and measure (respectively) the bits in the string C.
• For each bit ai in A (and the corresponding bi in B and ci in C), Alice generates a qubit1 whose
state |ψii is determined by the following table:
ci = 0

ci = 1

ai = 0

|0i

|1i

ai = 1

|+i

|−i

Table 4.1: Qubit state for Alice’s encoding in BB84
In other words, if ai = 0, Alice encodes in the Z basis {|0i , |1i}, and if ai = 1, Alice encodes in
the X basis {|+i , |−i}.
• Alice sends each |ψii to Bob, who performs a measurement in the basis specified by the bit bi .
Afterward, Alice and Bob publicly reveal A and B, i.e. which bases they used. If ai = bi , the
ith bit in C is known by both Alice and Bob, since the state Bob measured is the same as the
state Alice sent. If ai 6= bi , Bob has no information about ci , so they reject that bit from their
key.
• At the end of this process, Alice and Bob have kept only the bits they know are the same. This
is their secret key.
1 Alternatively,

this protocol can also be performed with EPR pairs (Bell states) rather than a single transmitted

qubit. Alice and Bob establish a set of L entangled qubit pairs in identical Bell states, typically |ψ + i, where Alice and
Bob each have one qubit from every pair. ai then determines which basis Alice measures her qubit in, rather than
the basis she encodes it in. When Alice and Bob reveal A and B post-measurement, they know their measurements
are identical whenever ai = bi . Though this version of BB84 is perhaps conceptually simpler, it is much harder to
implement at large distances, where photons and fiber optic cables are typically used to carry out QKD.
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To get a sense for why this protocol is (in principle) secure, let’s look at the most straightforward
attack an observer Eve could perform on an ideal setup to gain information on the exchanged key.
In what is known as an intercept-resend attack, Eve intercepts the quantum channel between Alice
and Bob to measure |ψii in a randomly chosen basis. She records her measurement and sends Bob a
qubit with the value she measured encoded in the basis she used to perform her measurement. For
example, if Eve chooses the Z basis and measures -1 (the eigenvalue corresponding to |1i), she will
send Bob a qubit in the state |1i.

In doing so, she learns the entire key that Alice and Bob will share. However, she also introduces
a QBER (Quantum Bit Error Rate) of 25%.2 Alice and Bob can therefore detect Eve’s presence
by publicly comparing a small, randomly selected portion of the established key and determining its
QBER.

Though this particular intercept-resend method is somewhat naive in approach - for example, Eve
could in principle entangle some of her qubits with the transmitted qubit’s state rather than directly
measuring the qubit in the channel - it has been proven that in an ideal setup, any generalized attack
in which Eve obtains full information introduces a QBER of at least 20% (cite generalized security
proof). This is largely due to the no-cloning theorem, which prevents Eve from making a copy of the
state and thus obligating her to modify (via measurement) the state of the transmitted qubit in order
to deduce its state.

4.1.2

Practical Implementation and Attacks

We will now look at what Eve could have done to obtain this information on the transmitted bits
in the first place. First we’ll discuss time-shift attacks, in which Eve can exploit a mismatch in Bob’s
device sensitivities. This type of attack has been successfully implemented on both laboratory and
commercial devices [5],[29], although it typiclly only allows Eve to eavesdrop a small amount of information on the key [76]. Then we will look at the detector blinding attacks, a type of intercept-resend
attack in which Eve uses a bright pulse of light to effectively ’blind’ Bob’s detectors so that she can
2 To

see why, suppose Alice sent a qubit the state |0i (all other possibilities will follow a similar line of logic). With

50% probability, Eve will choose Z as her measurement basis. In this case, she introduces no errors because she chose
the same basis as Alice in which to measure and resend, so she both observes and reconstructs the state |0i. The other
50% of the time, she chooses X as her measure-and-resend basis. Since the state she sends to Bob will be either |+i or
|−i, Bob has a 50% chance of measuring 1 (the eigenvalue corresponding to the |0i sent by Alice) and a 50% chance
of measuring -1 when he uses the Z basis (if he chooses the X basis, the bit will be rejected anyway because ai 6= bi ).
Therefore Bob obtains the ‘wrong’ bit 25% of the time overall.
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control their output using classical light signals. This type of attack has also been successfully implemented against commercial and laboratory systems [29], [40] and, unlike time-shift attacks, can be
used to eavesdrop the entire key without increasing the QBER by a significant amount. Finally, we’ll
look at phase-mapping attacks, which rely on a setup of shared laser pulses that Eve can manipulate
to extract information from their interference.

To understand how these attacks work, however, we need to get a sense of what a practical BB84
setup entails. Because QKD is only useful if it can be performed quickly and efficiently over large
distances, the only reasonable qubit realizations are photons. In the protocol above, then, the Z and
X bases are replaced by the orthogonal polarization bases {|Hi , |V i} and {|45◦ i , |−45◦ i}.

Though the protocol requires individual photons for qubits, a suitable true single-photon source
is not feasible, so it is much more common to use a highly attenuated pulsed laser. By using a
combination of neutral density filters, a half-wave plate, and a polarizer, Alice can generate pulses
whose photon number µ is less than 1 [85]. The distribution of photons can then be modeled by a
Poisson distribution, meaning that while most pulses will produce no photons and most of the rest
will produce exactly 1 photon, there will be some pulses containing multiple photons. These can
still be used to establish the secret key, but can also leak information to Eve via a photon-splitting
attack.3 Bob then uses a half-silvered mirror or a similar beam splitter to direct the encoded photons
at random toward a {|Hi , |V i} measurement or a {|45◦ i , |−45◦ i} measurement. This is equivalent
to producing the string B of measurement bases. Bob’s measurement system typically consists of a
half-wave plate and a polarizing beam-splitter (or other components with the same effect) followed by
a single-photon detector [85].
Time-Shift Attacks
Time-shift attacks, like most attacks, operate by exploiting loopholes in Bob’s detection system. In
particular, time-shift attacks take advantage of the fact that SPDs (single-photon detectors) generally
have a particular detection window in which they are sensitive to incoming photons. Alice and
Bob synchronize their timing so that the pulse reaches Bob’s detectors in the middle of the of the
detection window, regardless of which of the two detectors it hits. However, uncertainties inherent
in the manufacturing of the detection system result in an inevitable offset between the centers of the
3 We

will not discuss this attack in detail, but the general idea is that Eve can use the entanglement from one

or more photons in the pulse to deduce Bob’s measurement outcome [78]. However, this attack involves a quantum
non-demolition measurement of photon counts, which is presently infeasible, and does not yield a substantial amount
of information if µ is sufficiently low.
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detection windows of Bob’s two detectors, as shown in Figure 4.1.

Figure 4.1: Detector efficiency η vs time for two single photon detectors SPD0 and SPD1 [5]. T0
denotes the time at which an unshifted pulse from Alice reaches the detectors, while t0 and t1 denote
the times that a forward-shifted or back-shifted pulse would reach the detectors.
By Kerckhoff’s principle (see CH2), Eve knows what this mismatch is.4 There are a couple ways
she can take advantage of this knowledge.

Qi et al [5] propose a simple attack in which Eve randomly shifts the pulse backward or forward by
some amount by adjusting its optical path length. In doing so, she gains information about which of
Bob’s detectors were hit when he detects a photon. More specifically, let the parameter r be defined
as the ratio of the detector efficiencies at time t0 , i.e.

r=

η1 (t0 )
η0 (t1 )
=
η0 (t0 )
η1 (t1 )

(4.1)

where η0 and η1 denote the detector efficiencies of SPD0 and SPD1 , respectively, as a function of time.
Note that r is always between 0 and 1. When r is large, which occurs when the time-shift is poorly
chosen or when the detector sensitivity mismatch is small in comparison to the width of the detection
window, Eve stands to gain very little from the attack. This is because the likelihood that a measured
qubit was observed with SPD0 does not differ substantially from the likelihood that it was observed
with SPD1, regardless of whether the pulse was shifted forward or backward. If r is small, however,
Eve can gain nearly complete information about the established secret key.

A major caveat to this attack is that Bob’s detection rate will be significantly reduced when r
is small. If Alice and Bob are aware of this type of attack, they can check their key rate to see
4 This

is not actually so unlikely – for example, perhaps she is the manufacturer of Bob’s system.
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whether it matches their expectation within reasonable uncertainty. Additionally, they may detect an
abnormally high QBER due to the increase in the relative proportion dark counts measured by the
detectors. If either of these quantities are anomalous, Alice and Bob can abort the protocol and try
again. Da Silva et al [71] show that it is possible to simultaneously characterize the overall detection
efficiency, dark count, and afterpulse probability of each detector in real time, enabling Alice and Bob
to better determine whether an eavesdropper is present.

The major strengths of this attack are its ease of implementation (it has already been successfully implemented with current technology – see for example [86]) and its covertness, as Eve does not
perform a measurement of the qubit and therefore does not introduce any errors. As noted above,
however, Eve does not obtain full knowledge of the key.5 Experimental implementations place the
current probability of this type of time-shift attack compromising the security of a commercial setup
at about 4% - certainly non-negligible, but also relatively low.

As an alternative to this more passive approach, Eve can also choose to do an intercept-resend
version of the time-shift attack [76]. This approach assumes that Alice and Bob are using a MachZehnder interferometer (MZI) setup to encode and measure the qubits (for more information see [84]).
Similar to the basic intercept-resend attack described in an earlier footnote, Eve chooses a random
basis in which to measure the incoming qubit, then resends a faked state with the value she measured
in her chosen basis. However, unlike the basic intercept-resend attack, she shifts the pulse so that
only the detector matching the value she measured will be sensitive to it when she and Bob choose
compatible measurement bases. In doing so, she also sets the relative phase in the MZI such that if
she and Bob choose incompatible measurement bases, the signal will be directed toward the detector
whose η is near zero at the time of measurement. She can therefore obtain full information on the
key, rather than partial information. However, she also introduces a substantial QBER, making the
attack easily detectable when r > 0.2 [5].

Detector Blinding Attack
A much more aggressive attack on BB84 is the detector-blinding attack, which takes advantage of
the breakdown behavior of single-photon avalanche detectors (APDs), which are the most commonly
5 Actually

it is possible for Eve to obtain full information on certain systems, specifically time-multiplexed systems

in which the same SPD is used to detect 0 and 1 - see [5] for full details. Some QKD systems, such as [44], have been
proposed to address this weakness, but the loopholes they introduce may present other exploitable weaknesses.
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used type of SPD in BB84 setups.6 . APDs act as photodiodes, and as such have two ‘modes’ [75].
When in Geiger mode, the APD is reverse biased above the breakdown voltage, so that a single incoming photon with enough energy to produce a photoelectron will be accelerated and ‘avalanche’ into a
detectable current. This will cause the detector to click once the current reaches a certain threshold
Ith . To remain sensitive to single photons, the detector then quenches the current by lowering the
bias to below the breakdown voltage before bringing it back up to its initial level.

But Alice and Bob only want single-photon sensitivity during a small detection window surrounding the incoming qubit - otherwise they would have extremely high dark counts. The detector therefore
spends most of its time in linear mode, where the reverse bias voltage is below the breakdown voltage.
In linear mode, the detector will only click if an incoming optical power is enough to bring the detector
current above Ith .

This is where Eve can introduce a blinding attack. Makarov et al ([75], [77]) show that regardless
of the quenching technique used, Eve can effectively blind the detectors by continuously shining a
bright light through the channel.7 In doing so, she keeps the detectors in linear mode throughout
the entire protocol and can therefore cause either detector to click at will by adjusting the phase and
optical power of her light to reach Ith in the desired detector. In a similar fashion to the interceptresend version of the time-shift attack, when Bob chooses the same basis as Eve, he is able to detect
the signal, and when he chooses an incompatible basis, the signal destructively interferes and does
not reach a detector. Remarkably his attack introduces no errors and, because the photocurrent Eve
produces in linear mode mimics the current that would be generated by single photons in Geiger mode
(thus causing identical detector clicks), it leaves no traces of Eve’s antics. It has been successfully
implemented against commercial and laboratory systems (see for example [40], [29]).

Other Attacks
Though time-shift and detector-blinding attacks are the most common and arguably the most
promising QKD attacks, there are many other proposed methods by which Eve can obtain at least
partial information about the exchanged key. Examples include phase-remapping attacks [25], which
6 It

is becoming more common to use SD-SPDs (self-differencing SPDs) for high-speed QKD. However, these operate

on principles similar to those of regular APDs, and Jiang et al have shown that they can still be susceptible to blinding
attacks [50].
7 It is also possible to blind the detectors thermally [41]. This is harder to detect, since the detectors retain thermal
energy throughout the protocol even when Eve applies the illumination before the protocol.
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address loopholes in the preparation of Alice’s state rather than in Bob’s measurements, side-channel
attacks [61], which collect information on timing, photon emission, and other measurable characteristics of the system to infer Bob’s detection results, and laser damage attacks (cite Bugge14), which
compromise the QKD system by damaging the laser and performing a variant of a detector-blinding
attack.

Countermeasures against these attacks, including the time-shift and detector-blinding attacks,
have been proposed (see, for example [71] and [70]). These typically involve additional monitoring
systems and analysis of collected data. However, the abundance of attacks and lack of overarching
defense mechanisms means that BB84 security at present is reliant on a patchwork of situationspecific solutions. We will now look at other QKD protocols that aim to avoid the need for so many
countermeasures.

4.2
4.2.1

Alternative QKD Protocols
Goldenberg-Vaidman, Counterfactual QKD, and mdiQKD

One way to avoid intercept-resend attacks is to send a state whose components are not in the
channel at the same time. The Goldenberg-Vaidman protocol [1], which also eliminates the need for
non-orthogonal bases, accomplishes this by transmitting states composed of two localized wave-packets
sent with some time delay τ between them. Alice and Bob choose τ larger than the traveling time of
the light in the channel, and so they can verify the security of their key by using the information on
detection times.

Specifically, Alice randomly generates one of the two following states according to the bit to be
transmitted:
1
0 → |Ψ0 i = √ (|ai + |bi)
2
1
1 → |Ψ1 i = √ (|ai − |bi)
2

(4.2)

with |ai and |bi localized wave packets. One can easily verify that these states are orthogonal.
Alice transmits the two wave packets to Bob through a balanced MZI and imposes the time difference
through the use of an optical delay on |bi. Bob’s setup has an identical optical delay, which he uses
to contain |ai while |bi is being transmitted.
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Another alternative is N09, or counterfactual QKD, in which the photon carrying the key information is never actually transmitted to Bob through the quantum channel ([88], [1], [83]). In this
protocol, Alice encodes a single photon in the horizontally-polarized state |0, Hi to denote 0 or in
the vertically-polarized state |0, V i to denote 1 through using a half-wave plate. Instead of sending
the photon to Bob, however, she sends it into a Michelson interferometer (MI), splitting it into two
paths, one of which goes to Bob. Bob randomly chooses one of the two polarizations, then blocks that
polarization in the detector arm. Then if Alice and Bob’s measurement choices were compatible, the
paths will destructively interfere. Otherwise if they chose different bases, there will be constructive
interference. Therefore when Alice publicly announces whether the interference was constructive or
destructive, Bob will know Alice’s chosen bit.

So far, all the protocols described in this chapter involve some sort of quantum transmission from
Alice to Bob, even if Bob does not perform any measurements. The last QKD system we’ll look
at, then, does not require signal transmission from Alice to Bob – rather, the two each exchange
information with an untrusted third party, Charles. In mdiQKD (measurement-device independent
QKD), Alice and Bob each produce an EPR pair (generally the Bell state |ψ + i) and send one of the
qubits in this pair to Charles [24]. Charles then performs an entanglement-swapping operation on
the two qubits, so that the qubit Alice retained is now entangled with Bob’s qubit (and vice versa)
– they can verify this by choosing a small sample of their qubits to compare and ensure that Charles
is performing the operation as expected. Alice and Bob then each choose a random basis to measure
their qubit in and, as with BB84, publicly reveal the bases. If their bases match, they keep the result
of their measurement and add the inferred bit to the key, otherwise they discard the information and
move onto the next pair.

These three protocols avoid some of the major loopholes present in BB84, but they are not immune
to attack, and in some cases are not practical to implement. In particular, Goldenberg-Vaidman and
N09 are both susceptible to faked-state attacks, and mdiQKD may be susceptible to memory attacks
[30]. Still they offer alternative ways of addressing weaknesses in current QKD setups, and more
research and development will yield further insight into the effectiveness, limits, and functionality
presented by the various possibilities.

Chapter 5

Conclusion
Cryptography is currently at a very interesting point in its development. Ways of breaking the
protocols that are currently standard are rapidly developing, yet systems that could replace these
protocols are developing just as quickly. Both quantum computation and quantum key distribution
are shifting from being futuristic and theoretical concepts into practical, testable, and continuously
improving prototypes.

Furthermore, it is not entirely clear what the future will look like. It is possible that as quantum
computation advances, more research and effort will go into developing and standardizing quantumresistant non-quantum protocols, such as lattice-based cryptography [62].1 However, these may still
be susceptible to non-quantum attacks2 [51] and also rely on the computational complexity of the
underlying problem, rather than fundamental principles that guarantee security provided a strong
enough implementation.

Regardless, research and development of quantum computers and QKD are certain to continue,
leaving many open questions. Among these are the questions of what type of qubits will be used for
large-scale quantum computation, how the weaknesses of QKD implementations will be addressed,
which protocols will become the most widely used, and which attacks and countermeasures will be
most prevalent.

1 NTRU

is referred to as ‘quantum-resistant’ because there are no known quantum algorithms that threaten its

security. However, there is nothing guaranteeing its security from quantum attacks.
2 The known attacks on NTRU are not strong enough to render it insecure, and it will likely remain viable well into
the future. However, it is also a relatively new protocol compared to RSA (and it has only been open-source for several
years) and attacks have not been as extensively studied.
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